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Executive summary
This article explores the challenge of managing and gaining the most value from
big data. We highlight the increased opportunity associated with larger data sets,
while illustrating the limitations of current methods and human intellect across the
4 Vs of big data (volume, velocity, variety, and veracity), ultimately resulting in lost
value — the fifth V. We further show how organizations can use machine learning
(ML) to address these limitations and realize the full value from big data. Finally,
we highlight how cutting-edge companies employ ML to obtain greater value.
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1. Challenges in big data applications
Big data is now a commonplace term that represents
exponentially growing data. New terms, such as “data exhaust”
for all the data being generated by our daily activities and “data
lake” for new ways of storing data in its natural format, have
also entered our lexicon. In fact, an entire field, data science,
has been reinvented and rediscovered just to try to handle this
explosive flow of information.
Nevertheless, big data has huge untapped value. The amount
of data created in the world is only growing (see Figure 1);
our ability to extract value and insight from it should naturally
grow with it. Its hidden patterns and clusters will allow us to
analyze data sets on a possible cure for tuberculosis or crime
prevention, as well as derive more mundane yet valuable
insights, such as predicting the value of apartments in urban
suburbia or what customers may want to buy and how much
they are willing to pay.

The “data-insight-action” chain has suffered from a distinct lack
of validation, especially in the context of measurable value
The reason big data has failed to deliver on these promises in
recent years is quite simple: enterprises apply the traditional
data analytics techniques they have long used for small data,
but now do so with the help of expensive tools with impressivesounding names like Hadoop and Spark. While enterprises can
now analyze data at scale and produce impressive and betterlooking interactive dashboards and graphs, they are essentially
deriving the same insights as they did a decade ago based
on the same type of data and techniques used then. They are
effectively unable to consume in a valuable way the plethora of
new data available.
Traditional analytics techniques tend to drive analytics functions
to be effectively classic reporting functions, regardless of the

Figure 1: Data growth rate is exponential, with data growth in 2017 exceeding the total amount of data produced throughout human history
Size of total data
Enterprise managed data
Enterprise created data

7.9ZB
6.32ZB

1.2ZB

0.36ZB

0.96ZB

2.37ZB

10.5ZB
0.7ZB

Source: Marr.

However, in recent years the promises of big data have been
frustrating. Enterprises wanting to extract hidden value from
petabytes of raw data have not managed to do so successfully.

volume of data or the tools used. Thus, instead of analyzing
business intelligence to produce actionable insights, the
enterprise produces simplified reports containing sums, counts,
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averages, and medians, with the occasional SQL query added to
the mix.
The problem with traditional analytics and reporting functions —
even when using shiny new tech — is that they rely on a human
to specify and direct the questions asked of data. Traditionally,
a human user has specified the questions to be asked to run
known calculations. This human specification of a problem is
a limitation in the big data space due to the very nature of big

data. Indeed, the 4 Vs (see Figure 2) represent that the relevant
questions may be unknown. The human intellect struggles to
see the correlations hidden in big data that help to specify a
problem and the questions to be asked, and is even less capable
of creating the intellectual model necessary to extract the fifth,
and most important, V: value.

Figure 2: The 4 Vs of big data (volume, velocity, variety, and veracity) produce the most important V: value.

VELOCITY

The speed at which
new data is generated
and the speed at
which data moves

VOLUME

The vast amount of data
constantly created

VALUE

VARIETY
The different types of
data we can now use
Source: Arthur D. Little

VERACITY
The messiness or
trustworthiness of
the data
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2. The machine learning advantage
Machine learning is a specialized section in the field of artificial
intelligence (AI) that allows computers to learn on their own.
Computers are provided a set of rules, rather than explicit
programming instructions on what to do, and can then self-train
and develop a solution by themselves. With ML techniques,
computers iteratively learn from data and also find potential
hidden insights in data.
Table 1 contrasts the limitations of the human intellect with
machine learning, which is entirely data-driven (so no bias) and
runs at machine scale. ML does not rely on human intelligence
and direction to model big and varied data. Unlike humans,
machine learn¬ing improves when working with growing data
sets. The more data is fed into an ML system, the more the
system will learn, resulting in the production of higher-quality
insights. (A caveat must be included here about the existence of
examples of applying good models to bad data, resulting in bad

outputs. Appropriate analysis of the data is required to ensure its
quality.)
Machine learning is thus ideal for extracting hidden value from
big data. ML techniques are commoditized today and, as a
result, they are easily accessible with a low cost of entry (see
Figure 3). All the big cloud providers (i.e., Amazon Web Services,
Google, Azure) have their own ML platforms and software as a
service offerings of mature open source AI frameworks (e.g.,
MXNet and TensorFlow).

Table 1: Human intellect vs. ML models.
4Vs

Human Intellect

Machine Learning

Volume

According to a recent study by the Massachusetts Institute of
Technology (MIT),1 the average processing speed in humans is around 45
bits per second, with skilled individuals going up to 60 bits per second.
That means that if a person were to spend 24 hours a day just reading
(without ever stopping, not even to eat or drink or sleep), that person
would process slightly above 5 MB of data. It would take such a person
around 536 days to go through a 1TB data set – and at the end of the
process, the person would very likely not remember the entire data set.

ML has no issue with volume; in fact, the more
data you have, the higher-quality results you
expect. In terms of capability to process
volume, the machine is constrained only by the
size of the machine (a modern laptop can likely
read 1TB data in a few seconds).

Velocity

Data changes too quickly for a human to understand the consequences
and react in a positive manner. For example, the New York Stock
Exchange typically produces 1 TB of trade information during each
trading session. In simplistic terms, 1 TB is equal to a couple million
decent-sized books. Humans simply cannot absorb the data fast enough
and, even more important, are unable to sift through the data to find the
valuable actionable insight

ML operates at machine speeds: a successfully
trained model can react to input data at speeds
impossible for a human. Recent advances in
neural nets allow for immediate reaction to
inputs “close to edge”– where the event
happens. Reaction times of an efficient model
can be measured in tens of milliseconds.

Variety

Most enterprises now have data from multiple sources (e.g., databases,
real-time social media streams, IoT reporting) and in various formats
(e.g., structured, unstructured). The average human intellect will almost
certainly be unable to construct and hold in memory a data model the
considers every single possible correlation and relationship among data
from multiple sources and in multiple formats. The variety of data needs
to be simplified for human consumption either via description,
aggregation, or summarization, but simplification loses the potential of
big data and makes finding hidden insights unlikely

Variety is not a problem for machines, as
extremely complex models can be built and
held in machine memory. ML operates at
machine scale with modern machines capable
of holding and making use of terabytes of
information in milliseconds

Veracity

We cannot be confident that the data we have is clean, usable, and of
high quality – and even worse, humans are prone to errors of judgement
such as confirmation bias and will tend to attribute more worth to data
that confirms biases – even if it means losing out financially

ML has no confirmation (or other) bias when
analysing data. Proper algorithms and models
will also trend to recognize “bad” data.
Significant advances in automated algorithms
exist that allow the machine to effectively
ignore noise and outliers.

1 “New Measure of Human Brain Processing Speed.” MIT Technology Review, 25 August 2009 (https://www.technologyreview.com/s/415041/new-measure-of-human-brain-processing-speed/).

Source: Arthur D. Little
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Figure 3: Commodity ML platforms.

Input Data

Machine Learning Model

Source: Arthur D. Little

Ready to use services

Custom built models

Commodities that provide pre-trained models
to tackle an array of problems including facial
recognition, anomaly detection, image analysis,
natural language processing and language
translation

Frameworks targeting experienced
users/programmers that allow the user to
implement its own model; these frameworks
also provide a set of commodities to train
models in a distributed fashion, using multiple
GPUs and distributed computing

Insights

1
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3. Value from applying ML to big data
A small number of cutting-edge companies have effectively
exploited big data’s potential. These companies have a strong
focus on data gathering, recognize the potential value locked
in their data, and effectively use machine learning to convert
potential value into real, measurable business value. In this
section, we outline examples of three such companies and the
way in which they utilize ML in practice.

Domino’s Pizza
Domino’s Pizza has been able to successfully switch from
traditional reporting techniques to machine learning to leverage
the value of its data. Data on customer preferences, time orders
are placed, and the types of food and beverages ordered are
used to tailor the company’s promotions. Domino’s predictive
model is so good it can predict when you are likely thinking
about pizza and breadsticks and, in a clear example of datainsight-action, can push out targeted offers at that exact
moment. The ML system in place is constantly improving its
performance as it analyzes the new data available, helping the
company achieve faster growth than any of its competitors. In
fact, Domino’s growth rate is comparable to that of digital or
Web-only companies.

EasyJet
At EasyJet, AI — specifically, ML — has been a valuable tool in
the company’s kit bag. In the last few years, EasyJet has been
using an ML system to optimize food inventory on its planes
by predicting what kind of food (and how much) will be needed
on a flight. The system looks at a series of features, such as
weather, time of year, type of customer, and so on, to make its
predictions.
Insight into optimal food inventory is extremely valuable to the
company and creates measurable cost savings by avoiding
unnecessary expense for food that would be wasted, and by
reducing the plane’s weight, resulting in less fuel consumption
and translating into less money spent on fuel.

PayPal
PayPal’s fraud detection system uses machine learning to
keep the fraud rate at around 0.32% — far better than the
1.32% average that other merchants see. The algorithms mine
data from the customer’s purchasing history — in addition
8

to reviewing stored patterns of likely fraud — to determine
whether a suspect transaction was, for example, the innocent
action of someone traveling for work or possibly a fraud attempt.
The amount of data that PayPal controls is staggering, with US
$354 billion in payments in 2016 from over 4 billion transactions
by its more than 170 million unique customers. Given the
sensitivity of this data, PayPal has put itself at the forefront of
innovation when it comes to security, managing to improve its
ML system over time and scaling the system’s complexity to
match the pace of increase in the company’s data. With more
data and the power to process it, PayPal’s system can get even
better.

4. Insights for the executives
The quantity and potential value of data is continuously
increasing, but traditional reporting techniques and statistical
analysis can mine only so much value from that data due to the
very nature of big data. Figure 4 illustrates big data’s unexploited
potential. Assuming that the value of the data is the full area
beneath the graph, traditional reporting techniques and business
intelligence — the SQL queries and interactive charts — can
manage to extract the value contained only in the area in dark
blue at the bottom. Although traditional reporting improves over
time, as its capacity to handle data and the speed of executing
reports increases, a huge amount of potential value is lost.
Statistical analysis and automated machine-driven decision
making can also help unlock the value of data, but again, those
techniques are limited and lose much potential value as they do
not derive insights. The promise of machine learning is what lies
in the light blue area at the top of the graph — and in the fact
that there is so much untapped, unmined potential in the data
that we create. Only with ML algorithms can you step up to the
challenge and make better sense of and extract substantially
greater value from your data.

While we, as humans, can process and draw insight from data
sets, due to the rapid and continuous growth of big data, the
limitations of human intellect stop us short of realizing anything
near the full value and potential of our data sets, especially
as these increase in size. Thus, organizations must look to
machine learning to capitalize on the full value of data to achieve
competitive advantage or, over time, risk falling behind their
rivals.

Figure 4: The unexploited potential of big data.
Machine Learning techniques can fill
the gap between traditional
algorithms and the full value of data

Quantity of Data

Data Value

Source: Arthur D. Little

Statistical Analysis

Unexploited
Potential

Traditional reporting

Time
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